NabopatopHasn pabota N29.

Anroputm Trust Region Policy Optimization (TRPO)

B sTolh paboTe Mbl HanuiLuem Ko OnNTUMM3aLUMM MNOJIUTUKU OA4HOTO A0BEPEHHOro pernoHa. Kak o6biuHO,
OH COZEPKUT HECKO/IbKO Pa3HbIX YacTel, KoTopble Mbl COBMpaemca BOCMPOU3BECTH.

1. MpeaBaputenbHblie geNCTBUA

gym
time sleep

IPython.display

numpy np
tensorflow.compat.vl
2 behavior ()

env = gym.make (
env.reset ()
observation shape
n_actions = env.ac
(
(

BbiBoA,:

Observation Space Box([ -1. -1. -1. -1. -12.566371 -28.274334], [ 1. 1. 1. 1.
12.566371 28.274334], (6,), float32)

Action Space Discrete(3)

matplotlib.pyplot
plt.imshow (env.render (

2. OnpeaeneHune cetu

Mpu Bcelt cBoen cnoxHocti TRPO no cBoei cyTn aBaseTca ewe ogHUM METOA0M rpagueHTa NoANTUKN.
Mo cyTn, 3TO 03HAYaeT, YTO Mbl HA CaMOM Aeie TPEHUPYEM CTOXAaCTUYECKYIO NOANTUKY. byaeT
NCcnonb3oBaHa HEMPOHHas CeTb.

observations ph = tf.placeholder (
observation shape[0]) f.float32)
.placeholder ( = ( =tf.int32)
tf.placeholder (
old probs ph = tf.placeholder ( = (

all inputs = [observations ph, actions ph

O
cummulative returns ph, old probs ph]

denselayer (name, x, out dim, nonlinearity=
tf.variable scope (name) :
nonlinearity :

nonlinearity



out dim])

=tf.constant initializer (0))

TpebyeTca 4ONONAHUTL Kog,. YTO A0/1XKeH BbINONHATb KOA B KaXKaon nosununmn <BALL KOA> ykasaHo B
npumMedaHuaAx K Koay.

= tf.Interactix
observations ph

KOI: MHC>

3. [leiicTBUA U pa3BepTbiBaHUA

a ~ mo(als)

B aTom pasgene mbl onpegennm ¢yHKLI,MM , KOTOpbIie BbINONTHAKOT AeVICTBMH n

pa3BepTbIBAHMA < 80,Q0,81,Q1,82,Q2,...8n,0n >.

sample=

probs =

sample:

action = (np.random.choice (n

(np.argmax (probs) )




sampled: [(1, array([0.00321023, nan, nan], dtype=float32)), (0, array([  nan, 0.03026781,
nan], dtype=float32)), (2, array([0.0192967 , 0.01878625, nan], dtype=float32)), (1,
array([0.0144313, nan, nan], dtype=float32)), (2, array([nan, nan, nan], dtype=float32))]

greedy: [(1, array([0.00756173, nan, nan], dtype=float32)), (2, array([0.00590326, 0.03594141,
nan], dtype=float32)), (1, array([0.0043306, nan, nan], dtype=float32)), (1, array([0.00883704,
nan, nan], dtype=float32)), (0, array([nan, nan, nan], dtype=float32))]

BbluMcanTe KYMYNATUBHOE BO3HArpaXKAeHue TakK e, KaK Bbl 3T0 Aenanun B BaHnabHom REINFORCE.

get cummulative returns(r, gamma=1) :

np.array(r)
r.ndim >=
scipy.signal.lfilter ([1]

get cummulative returns ([

PassepTbiBaHMe

rollout (env, act, max pathlength= n timesteps=

paths = []

total timesteps
total timesteps < n timesteps:
obervations, actions, rewards, action probs =
obervation = env.reset ()
. (max pathlength) :
action, policy = act (obervation)
obervations.append (obervation)
actions.append(action)
action probs.append (policy)
obervation, reward, done
rewards.append (reward)
total timesteps +=
done total timesteps == n timesteps:
path = { : np.array (obervations)
np.array(action probs)
np.array (actions)
np.array (rewards)

env.step (action)

get cummulative returns (rewards)

}
paths.append (path)




paths = rollout (env
(paths[-1]

S
(paths
(paths
(paths
(paths

)
]
]
]
]
]

[
[
[
[
[

BbiBOA;:

{'observations': array([[ 0.99940807, 0.03440231, 0.9998454 , -0.01758484, -0.03131559,
0.08672629],

[ 0.9999422, 0.01075217, 0.9992699, 0.03820498, -0.19845793,
0.45750472],

[0.9996275, -0.0272931, 0.99253607, 0.12195132, -0.17179134,
0.3627333],

[ 0.9991583, -0.04101944, 0.98993856, 0.14149801, 0.03745227,
-0.17025656],

[0.9992117,-0.03969756, 0.9921739, 0.12486374, -0.02492967,
0.00533957]], dtype=float32), 'policy': array([[0.56596464, nan, nan],

[0.4888617, nan, nan]j,

[0.4916529, nan, nan],

[0.580484 , nan, nan],

[0.55329365, nan, nan]], dtype=float32), 'actions': array([2, 1, 0, 2, 0]), 'rewards": array([-1., -
1., -1,-1,,-1.]), 'cumulative_returns': array([-5., -4., -3., -2., -1.])}
It's ok

4. dyHKUMA noTepb

Tenepb AaBaite onpeaenmm GyHKUUM NOTEPb M OrpaHMyeHnsa ansa ¢paktmyeckoro obyyeHms TRPO.

CypporaTHoe Bo3HarpaxkaeHue Ao/IKHO 6biTb:

N
Ly
surr — T Bota(si,a:)
N i0 o 52504)

[Ona npoctoTtbl ga BailTe NoKa 6YLI,eM MCNONb30BaTb KYMYNATUBHYIO A0OXO4HOCTb BMECTO nNpenmyLllecrsa:

7T9(Sz afz
surr - N E : : Ggold(si:ai)
ﬂ-gnld Sy Qg )

Mnun, anbTepHaTMBHO, MUHUMU3UPYIATE CyppOraTHyIo NoTep!o:




TpebyeTtca 4ONOAHUTL Ko4,. YTO A0MKEeH BbINOAHATb KOA B KaXKaon nosununmn <BALL KOA> ykasaHo B
npUMeYaHuAX K Koay.

L surr = <BANl KOI: BEHUMCIAMNTE CyppOT'aTHHE IIOTEPU

| TaKXe MI3BECTHEE Kak
7OTpI/ILLaTeHbHEU/VIi I'PalVe€HT IIOJIMTUK C BbI@OpKOI/VI IO BaXHOCTWU>

var shape (x) :
x.get shape() ]

numel (x) :
np.prod(var shape (x))

t([tf.reshap

pig(als)
Mbl MOXeM NOAHUMATBLCA MO 3TUM rpaguMeHTam A0 TeX Nop, NoKa yaoBneTsopsaer
OrpaHNUYEeHUNIO:
Byme, | KL((01,8) | 7(0111,9)) | < a
roe

KL(p|lq) = Epmg(g)

TpebyeTcsa 4ONOAHUTL KOA. YTO A0NKEH BbINOJMHATL KOA, B KaxKaok nosnumm <BALL KO[> ykasaHo B
NpUMeYaHMAX K Kogy.

old log probs = tf.log(old probs ph+

<BAIl KOIl: paccumMTanTe pacxoxneHue Kynbbaka-Jleybiepa>

I KOJI: BEUMCINTE SHTPONMUI INOJIUTUKN.



losses = [L surr, kl, entropy]

JInHelHbIA NOUCK

TRPO no cBoei cyTM BKAOYAET BOCXOAALLMIA FPAAUEHT CYPPOraTHON NONTUKN, OrPaHUYEHHbI
ansepreHumein KL. Ytobbl ob6ecneunts cobatogeHune 3Toro orpaHnyYeHnsa, Mol byaem Mcnonb3osaTtb

JIMHEMHbIN NOUCK.

linesearch (f, x, fullstep, max kl):

max backtracks
loss, , _ f(x)
stepfrac **np.arange (max backtracks) :
xnew = x + stepfrac * fullstep
new loss, kl, = f(xnew)
actual improve = new loss - loss
kl <= max k1l actual improve <
X = Xnew
loss = new loss
X

6. O6byueHue
B 3TOM pasaene mMbl CTPOMM OCTabHble YaCcTW HaLWero BblMUCAUTENbHOTO rpada.

slice vector (vector, shapes):

(vector.get shape()) ==
start =
tensors = []
shape shapes:
size = np.prod(shape)
tensor = tf.reshape (vector[start: (start + size)]
tensors.append (tensor)
start += size
tensors

conjugate grad intermediate vector tf.placeholder (
=tf.float32




weight shapes = [sess.run(var) .shape var weights]
tangents = slice vector (conjugate grad intermediate vector, weight shapes)

kl firstfixed = tf.reduce sum((tf.stop gradient (probs out) *
(tf.stop gradient (

tf.log(probs out)) - tf.log(probs out)))) / tf.cast(batch size
tf.float32)

gradients = tf.gradients(kl firstfixed, weights)
gradient vector product = [tf.reduce sum(
gl[0] * t) (g, t) (gradients, tangents) ]

fisher vec prod = flatgrad(gradient vector product, weights)

7. BcnomorartenbHble PyHKUUMU

COI'IpFI)KeHHbIe rpagneHTbl

MockonbKy TRPO BKAOYAET ONTUMM3ALLMUIO C OFPAHUYEHMAMM, HAM HYXKHO ByaeT pewnTtb Ax=b,
NCNO/Ib3yA CONnpAXeHHble rpaaneHTbl. B obuwem, CG — 3To aAropuTm, KoTopbin pewaeT Ax=b, rae A

NONOXKUTENBHO onpeaeneHo. A — matpuua lNecce, noaTomy A NONOXKUTENbHO onpeeneHa.

conjugate gradient (f Ax, b, cg iters= residual tol=

= b.copy ()
b.copy ()
np.zeros like (b)
rdotr = r.dot (r)
i (cg _iters):
Z f Ax(p)
v = rdotr / (p.dot(z) +
X += v * p
r —=v * z
newrdotr = r.dot (r)
mu = newrdotr / (rdotr +
p=r + mu * p
rdotr = newrdotr
rdotr < residual tol:

X

= np.random.rand ( )
= np.matmul (np.transpose (A) A)

f Ax(x):
np.matmul (A, x.reshape (- )) .reshape (-1)

np.random.rand (8)




np.matmul (np.matmul (inv (np.matmul (np.transpose (A), A))
np.transpose (A)) b.reshape ( (- ))) .reshape (-
(w)
(conjugate gradient (f Ax, b))
BbiBoA:

[-149.86919555 -108.59416764 131.789362 359.94990928 -156.74041779
-49.10863303 -209.36261454 124.61801108]

[-149.86938114 -108.59413385 131.78915904 359.94983677 -156.74051792
-49.10868357 -209.36247309 124.61786152]

flat weights = tf.concat ([tf.reshape (var
flat weights placeholder = tf.placeholder (tf.float32
assigns = slice vector (flat weights placeholder, weight shapes)

load flat weights = [w.assign (ph) w, ph (weights, assigns) ]

8. FnasHbIV umkn TRPO
time

itertools count
collections OrderedDict

max kl =

cg damping =

numeptotal

start time time.time ()

i count (1) :

(

( )

paths = rollout (env, act)

( )

observations = np.concatenate ([path| ] path
[

actions = np.concatenate ([path path paths])
returns = np.concatenate ([path][ ] path
old probs = np.concatenate ([path]| ] path paths])
inputs batch = [observations, actions, returns, old probs]
feed dict = {observations ph: observations

actions ph: actions

old probs ph: old probs

cummulative returns ph: returns

}

old weights = sess.run(flat weights)
fisher vector product (p) :

feed dict[conjugate grad intermediate vector] = p
sess.run (fisher vec prod, feed dict) + cg damping * p

)




stepdir = (uth@dtH gradient (fisher vector product, -flat grad)
shs = o fisher vector product (stepdir))

Im = na.sqrt 7

fullstep

fullstep, max kl)
t[flat

Lun(loadi t weights feed _dict)
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BbiBoA;:

3k 3k 3k 3k ok ok k %k k k |terati0n 1 3k 3k 3k sk ok ok ok ok sk sk kok
Rollout

Made rollout

Total number of episodes: 100
Average sum of rewards per episode:  -500.0
Std of rewards per episode: 0.0
Entropy: [nan]

Time elapsed: 0.64 mins

KL between old and new distribution:  nan
Surrogate loss: [nan]

3k 3k 3k 3k %k %k %k k ok k |terati0n 4 3k 3 3k 3k 3k %k %k %k 3k %k k k

Rollout

Made rollout

Total number of episodes: 403

Average sum of rewards per episode:  -495.009900990099
Std of rewards per episode: 24.995641223785736
Entropy: [nan]

Time elapsed: 2.55 mins

KL between old and new distribution:  nan
Surrogate loss: [nan]



3apgaHua K nabopatopHoi pabote Nol

1. Hanucameo ceoli K00 K pa3zdesnam 1 - 8 co2nacHo 3a0aHuUAM 015 8cex hpazmeHmMos, NomMmeYeHHbIX
Kak: <BALlU KOA4:>

<BAIl KOI: >

2. 3anycmume nosay4eHHYIo nNpozpammy, noay4ume oxcudaembie 8bIXOOHbIe OaHHbIe.

3aaaHua K nabopatopHoit paborte No2

1. 3ameHume 6ubauomeky Tensorflow Ha Pytorch u eocnpou3zsedume ece aKcnepumeHmMol U3
pa3denoe 1-8.

TpeboBaHue K OoTUETY

1. B KayecTBe oTyeTa npuHUmatoTca asa Python daiina c kogom (ana
Tensorflow u Pytorch).

2. Kog aonxeH bbITb B 4OCTAaTOYHOM Mepe NPOKOMMEHTUPOBAH.

3. OTyeT NpepoCTaBAseTCa B BUAE apxmBa zip, popmaT MMeHM apXxmBa:
<HOoMmep rpynnbl>_<Pamunna_Mma>_LR<Homep paboTbi>.zip



