NabopatopHasn paboTta Ne3.

MapKoBCKuii npouecc NpUHATUA pelueHuii (MDP)
1. MoarotoBuTenbHble AEUCTBUA

B paboTe byaeT MCNonb30BaH BHELLHWI Moaenb mdp.py, KOTOPbIN CaeayeT pasMecTUTb B Nanke
NpoeKTa C AaHHOW nabopaTopHoM paboToii. Ccbisika Ana ckaymMBaHua daiina:
https://github.com/yandexdataschool/Practical RL/blob/master/week02 value based/mdp.py

transition probs =

{

mdp MDP
mdp = MDP (transition probs

( . t
next state, reward, done fo = mdp.step(
reward, done))

initial state = s0
next_state =s2, reward = 0.0, done = False

Yy MOo4ynAa TakXXe eCTb Apyrme metoabl, KOTopble I'IOHa,EI,06‘r'|TCFI ana MTepaLLMVI No 3Ha4YeHuto.
( mdp.get
(
(
(

)
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mdp.get transition prob (
BbiBoA:

mdp.get_all_states = ('s0', 's1', 's2')
mdp.get_possible_actions('s1') = ('a0', 'al')
mdp.get_next_states('s1', 'a0') = {'s0": 0.7, 's1": 0.1, 's2": 0.2}
mdp.get_reward('s1', 'a0’, 's0') = 5
mdp.get_transition_prob('s1’, 'a0', 's0') = 0.7


https://github.com/yandexdataschool/Practical_RL/blob/master/week02_value_based/mdp.py

Busyanusauma rpada (He 06sa3aTenbHO)
mdp has graphviz
IPython.display display
( s _graphviz)

has graphviz:
o: mdp plot graph
aph optimal strategy and state v
(plot graph (mdp))

2. UTepauum no 3HaYEeHUAM

Utepaunu no 3HayeHusam (Value lterations nnm VI). BoT ncesaokog ana Vi:

1. Initialize V(U)(s) — 0, forall s
2. Fori =0,1,2,...
3. Viin)(s) =max, Y, P(s'[s,a) - [r(s,a,s") +~Vi(s')], forall s

Bo-nepsbix, AaBaliTe Hanuwem GYHKLMIO 411 BbluMCNEHMA GYHKLUKU 3HAYEHMA COCTOAHUA-aencTeus Q,
onpeaeneHHon cneayowmm obpasom:

Qi(s,a) =) P(s'ls,a) - [r(s,a,) +Vi(s)] &

get action value (

<BAIl KOI>

<BAIl KOI>

(
ion value (mdp
ion value (mdp

Ncnonb3ysa Q(s,a), Tenepb Mbl MOXKeM ONpeaennTb «caeaytoluyio» V(s) Ana ntepaumm sHavyeHus.
Vien () = max 3 (s[5, a) - [r(s,0,5) +Wi(s)] = maxQi(s,0)
S!

get new state value (mdp




num iter =

min difference =

state values = {s: mdp.get all states()}

has graphviz:
display (plot graph with state values (mdp, state values))

i (num iter):

new state values = <BAll KOI>

(new state values

(new state values[s] - state values([s])
S mdp.get all states())
5 (i, diff)
.join ( % (s, V) s, V
state values.items()))
state values = new state values

diff < min difference:

( )

has graphviz:
display (plot graph with state values (mdp, state values))

( state values)
(state values|

(state values|
(state values|

Tenepb AaBaiTe Ucnonbayem 3Tn Vx(s) A1a NOMCKa ONTUMaNbHbIX AENCTBUI B KaXKA0M COCTOSHUN.

n*(s) = argmaz, ZP(S'\S, a) - [r(s,a,s") +YVi(s')] = argmaz.Qi(s,a) (3

EanHcTBEHHOE oT/IuKe OT V(S) B TOM, UTO 34ech Mbl bepem He max, a argmax: HanTK TaKkoe AeincTBue C
MaKcumanbHbiM Q(s,a).

get optimal action (mdp

mdp.is terminal (state):

<BAIl KOI>
<BAIl KOI>
get optimal action(mdp, state values

get optimal action(mdp, state values
get optimal action(mdp, state values




get optimal action (mdp, {

{

s = mdp.reset ()
[]
( ) :
done, = mdp.step(get optimal action(mdp, state values, s, gamma))
.append (r)

(

< np.mean (rewards) < )
BbiBoa;:

iter 0 | diff:3.50000 | V(sO)=0.000 V(s1)=0.000 V(s2)=0.000
iter 1 | diff:0.64500 | V(sO)=0.000 V(s1)=3.500 V(s2)=0.000
iter 2 | diff:0.58050 | V(s0)=0.000 V(sl1)=3.815 V(s2)=0.645

iter 57 | diff:0.00110 | V(s0)=3.779 V(s1)=7.292 V(s2)=4.200

iter 58 | diff:0.00099 | V(s0)=3.780 V(s1)=7.293 V(s2)=4.201

Terminated

Final state values: {'s0": 3.7810348735476405, 's1': 7.294006423867229, 's2": 4.202140275227048}
average reward: 0.4553

3. Cpepa Frozen lake
mdp FrozenLakeEnv
mdp = FrozenL

mdp.render ()

BbiBoA;:

*FFF

FHFH
FFFH
HFFG

value_iteration(mdp S values num_iter:
min difference= ) 2

mdp.get




(new state values[s] - state values[s])
S mdp.get all states())

diff, new state values[mdp. initial state]))

state values = new state values
diff < min difference:

state values

state values = value iteration (mdp)

s = mdp.reset ()
mdp.render ()
t ( )t
a = get optimal action (mdp, state values, s, gamma)
(a = )
s, r, done, = mdp.step(a)
mdp.render ()
done:

Bmayanmaau,vm. O6bI4HO MHTEPECHO NOCMOTPETb, YTO a/IPUTM Ha CaMOM Aefie yMeeT. [na storo mbi
HaHeCeM Ha rpachK d)YHKLI,MM 3HAYEeHUI COCTOAHMA U ONTUMAJIbHbIE ,D,EVICTBMH Ha Kaxaom ware VI.

matplotlib.pyplot plt

draw _policy (mdp, state values):
plt.figure ( = ))
h, w = mdp.desc.shape
states = (mdp.get all states())
V = np.array([state values][s] S states])
{s: get optimal action(mdp, state values, s, gamma) states}
plt.imshow (V.reshape (w, h) = =
= plt.gcal()
.set xticks(np.arange (h)-.5)
.set yticks (np.arange (w)-.5)
.set xticklabels([])
.set _yticklabels([])
= np.mgrid][
az2uv = { :
y (h) :
X (w) :
plt.text(x, vy

u = aZuva]
plt.arrow (x

plt.grid(
plt.show ()




mdp.get all states()}

1)

IPython.di
time
mdp = FrozenLakeEr
state values

i

BoiBoa,:

after iteration 0
iter 0 | diff: 1.00000 | V(start): 0.000
after iteration 1
iter 0 | diff:0.90000 | V(start): 0.000
after iteration 2
iter 0 | diff:0.81000 | V(start): 0.000

after iteration 28
iter 0 | diff:0.00000 | V(start):0.198
after iteration 29
iter 0 | diff:0.00000 | V(start):0.198

MaccoBbie ncnbitTaHusA.

mdp = FrozenLakeEnv (

state values = value iteration (mdp)

stat

e values




total rewards = []
game_ i (
s = mdp.reset ()
rewards = []
t ( ) :
s, r, done, = mdp.step (
get optimal action(mdp, state values, s, gamma))
rewards.append (r)
done:

total rewards.append (np.sum(rewards))

np.mean (total rewards))
<= np.mean (total rewards) <= )

)

mdp = FrozenLakeEnv (
state values = value iteration (mdp)

total rewards = []
game i (
s = mdp.reset ()
rewards = []
t ( ) =
s, r, done, = mdp.step
get optimal action(mdp, state values, s, gamma))
rewards.append (r)
done:

total rewards.append (np.sum(rewards) )

np.mean (total rewards))
<= np.mean (total rewards) <= )

)

mdp = FrozenLakeEnv (
state values = value iteration (mdp)

total rewards = []
game i (
s = mdp.reset ()
rewards = []
t ( ) &
s, r, done, = mdp.step
get optimal action(mdp, state values, s, gamma))
rewards.append (r)
done:

total rewards.append (np.sum(rewards) )

np.mean (total rewards))
<= np.mean (total rewards) <= )

)

mdp = FrozenLakeEnv ( =
state values = value iteration (mdp)

total rewards = []




game i (
s = mdp.reset ()
rewards = []

( ) :
r, done, = mdp.step (
get optimal action (mdp

rewar append (r)
done:

total rewards.append (np.sum(rewards) )

np.mean (total rewards))
<= np.mean (total rewards) <= )

)
BbiBoA, (NpviMep No 04HOMY U3 TECTOB):

iter 0 | diff:0.75000 | V(start): 0.000
iter 1 | diff:0.50625 | V(start):0.000

iter 19 | diff: 0.00003 | V(start):0.325
iter 20 | diff:0.00002 | V(start):0.325
iter 21 | diff:0.00001 | V(start):0.325
average reward: 0.631

Well done!

3apaHuna K nabopartopHoii pabote

1. Hanucameo ceoli Ko coznacHo 3a0aHuaM 011 ecex gppazmeHmos, nomeyeHHbIx Kak: <BALLI KO/4:>

<BAIl KOT:
2. 3anycmumb nosAy4eHHyo Npo2pammy, rnoay4ums oxcudaemole 8bIX0OHbIe OaHHbIE.

TpeboBaHue K OoTUETY

1. B kayecTBe oT4eTa NnpuHMMaeTca Python ¢ann c Kogom.

2. Kopa pgonxeH 6biTb B 4,0CTaTOYHOM Mepe NPOKOMMEHTUPOBAH.

3. OT4yeT NpenoCcTaB/AETCA B BUAE apXxuBa zip, PopmaT MMeHM apxuBa:
<HOmep rpynnbi>_<®Pamumnna_Nma>_LR<Homep paboTbi>.zip



